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Tutorial 1: Data Acquisition 

The goal of this tutorial is to illustrate how data are acquired from an API. This is one of 

the most common data acquisition methods and the steps shown here apply to the acquisition of 

data from many other sources. The following tutorial example walks through the acquisition of 

U.S. Congressional documents from the U.S. Government Printing Office API (GPO API). 

These documents are in the public domain and use of the API does not require pre-registration, 

both of which make this API well-suited for a tutorial example. There are many types of 

Congressional documents; this example will acquire Senate Additional Statements documents. 

These are relatively free-form statements given in the U.S. Senate, such as tributes and 

congratulatory statements, and they cover a broad range of topics. Later, Tutorial 2 will use these 

documents for an example text analysis. For easy reference, the full code for Steps 2 to 4 and the 

full code for Step 5 can be found at the end of this tutorial. 

Step 1. Software setup. Install Python. Python version 2 (not version 3) is required for 

the code in this article. The core Python package (https://www.python.org/) is available, but 

using a pre-packaged distribution like Anaconda from Continuum Analytics 

(https://www.continuum.io/downloads) or Canopy from Enthought (https://store.enthought.com/) 

is highly recommended. These distributions are convenient to install and include additional 

programs and functionalities that are commonly used in scientific computing.  

Optional Step 1.1. Download the sample code from this paper’s online repository 

(https://github.com/chene5/Big-Data-in-Psychology). This repository includes the python 

source code for this tutorial (and the others in this paper). For this tutorial, the relevant code files 

are 1_single.py, 1_range.py, and 1_full.py. 1_single.py corresponds to the code 

discussed in Steps 2 to 4. 1_range.py corresponds to the code discussed in Step 5. 
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1_full.py corresponds to the code discussed in Step 6. Executing the code in each of the files 

runs its specific task. Each of the code files can be run from a command prompt by entering 

python followed by the relevant code file name. For example: 

python 1_single.py 

This executes Steps 2 to 4 (i.e., those steps are collected in that code file).  

Step 2. Format the command to be sent to the API. We start by specifying the 

requested date, January 24, 2005, and the type of document we are requesting: 

# First set up the libraries we’ll need 

import datetime 

import urllib2 

 

requested_date = "2005-01-24" 

request_type = 'sadditional' 

 

Then we combine these into the API command: 

# Construct the command. 

command = "http://api.fdsys.gov/link?collection=crec&link-type=html" 

command += "&type=" + request_type 

command += "&publishdate=" + requested_date 

 

Step 3. Request data from the API. First we connect to and send the command to the 

server. 

# Set up the connection to the server. 

response = urllib2.urlopen(command, 

                           timeout=30) 

 

Then we read the response from the server. 

# Read the server's response. 

gpo_data = response.read() 
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At this stage, transient network errors are not uncommon. These errors can be caused by 

hardware errors, server issues, and many other unexpected occurrences. One of the challenges of 

big data research is that challenges like these can be common and require technical knowledge to 

address. As will be further discussed in Step 6, this requires processing the response from the 

API and checks for transient network errors. If you encounter such an error, try re-running the 

code. Alternatively, 1_full.py includes checks for transient errors. 

Step 4. Save the data. In this tutorial, the files are written to the native OS file system. 

For projects using a database, data would be saved there at this stage. The analysis program 

MALLET, to be used in Tutorial 2, reads files from the file system—an additional reason to store 

these data to the file system. 

file_name = "crec_" + request_type + "_" + requested_date + ".htm" 

with open(file_name, 'w') as output_file: 

    output_file.write(gpo_data) 

The retrieved file is an HTML encoded file of the Senate Additional statement from January 24, 

2005, and can be examined in a text editor. The file will be saved in the directory from which the 

code is run. 

Step 5. Modify the code to collect from a range of dates. This code, shown at the end of this 

tutorial and collected in 1_range.py, repeats these steps to retrieve the data for January 24, 

2005 to January 27, 2005. An important addition is that between accesses to the API, this code 

waits for 10 seconds. This is done to ensure that the requests to the API do not overburden the 

server. 

The data returned for January 27, 2005 should indicate that no Additional Statement for 

that date is available. The data returned will be saved as HTML files in the directory from which 

the code was run. This can be seen by opening the HTML file for that date. Checking for missing 
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data and other such cases often requires additional processing of the returned data, as is the case 

here. These additional steps will be handled in the full code, described in Step 6. 

Step 6. Implement verifications and error checking. Although requesting data from an 

API is relatively straightforward, ensuring the robustness of the entire process is often not 

straightforward (e.g., handling network connectivity problems). The code file 1_full.py 

implements a full range of verifications. These include checks to ensure that the network 

connection to the API works properly even when transient errors occur. In addition, on some 

dates, there are no Senate Additional Statements available. Checking this requires processing the 

response from the API. 

Interested readers are encouraged to browse through the code, though a full discussion of 

the technical details is beyond the scope of this tutorial. Use the following command at the 

command prompt to collect Senate Additional Statements from the GPO API from January 1, 

2005 to January 1, 2016: 

python 1_full.py 

Note that this full retrieval process can take some time, given the quantity of data requested and 

the waiting times between each request. 

 

Python code for Steps 2 to 4, retrieving Congressional Daily Digest data for January 24, 

2005 via the GPO API. 

import datetime 

import urllib2 

 

# Specify the type of document we're interested in. 

request_type = 'sadditional' 

 

# Set the date to request. 

requested_date = "2005-01-24" 

 

# Construct the command. 

command = "http://api.fdsys.gov/link?collection=crec&link-type=html" 

command += "&type=" + request_type 
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command += "&publishdate=" + requested_date 

 

print "Requesting data for", requested_date 

 

# Set up the connection to the server. 

response = urllib2.urlopen(command, 

                           timeout=30) 

 

# Read the server's response. 

gpo_data = response.read() 

 

file_name = "crec_" + request_type + "_" + requested_date + ".htm" 

with open(file_name, 'w') as output_file: 

    output_file.write(gpo_data)  

 

 

Python code for Step 5, retrieving U.S. Senate Additional Statements for January 24, 2005 

to January 27, 2005. 

from datetime import datetime, timedelta 

from time import sleep 

import urllib2 

 

# Specify the type of document we're interested in. 

request_type = 'sadditional' 

 

# Set up the start and end dates. 

start_date = "2005-01-24" 

end_date = "2005-01-27" 

 

# Create a list of all the dates from the start to the end. 

start = datetime.strptime(start_date, "%Y-%m-%d") 

end = datetime.strptime(end_date, "%Y-%m-%d") + timedelta(days=1) 

date_range = [start + timedelta(n) for n in xrange((end - start).days)] 

 

# Get the data for each date. 

for current_date in date_range: 

    requested_date = current_date.strftime("%Y-%m-%d") 

    command = "http://api.fdsys.gov/link?collection=crec&link-type=html" 

    command += "&type=" + request_type 

    command += "&publishdate=" + requested_date 

 

    print "Requesting data for", requested_date 

    # Set up the connection to the server. 

    # Give up after 30 seconds. 

    response = urllib2.urlopen(command, 

                               timeout=30) 

 

    # Read the server's response. 

    gpo_data = response.read() 

 

    file_name = "crec_" + request_type + "_" + requested_date + ".htm" 

    with open(file_name, 'w') as output_file: 

        output_file.write(gpo_data) 

 

    # Wait for 10 seconds. 

    sleep(10) 
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Tutorial 2: Topic Modeling 

The following tutorial demonstrates latent Dirichlet allocation topic modeling using the 

U.S. Senate Additional Statements texts acquired via the GPO API in the first tutorial. There are 

1,438 documents in this dataset. The text data can also be downloaded from the Tutorial 2 

subdirectory of this paper’s online code repository (https://github.com/chene5/Big-Data-in-

Psychology). This example will demonstrate topic modeling with the popular and easy-to-use 

MALLET topic modeling software. 

The Senate Additional Statements analyzed in this tutorial are more informal statements 

and are often celebratory or commendatory, such as tributes and remembrances. The senators 

were relatively free to speak on any subject they chose. This freedom allows for a potentially 

boundless number of topics. However, despite this freedom, are there nevertheless important 

topics that consistently arise, and can topic modeling identify these topics? 

Step 1: Software setup. The MALLET software can be downloaded from here: 

http://mallet.cs.umass.edu/download.php  

A tutorial walking through the setup and basic use can be found here: 

http://programminghistorian.org/lessons/topic-modeling-and-mallet 

Step 2: Data preprocessing.  

Cleaning text. If the HTML files were downloaded from Tutorial 1, they must first be 

processed with the text_processor.py Python code file located in the Tutorial 2 

subdirectory of this article’s code repository (https://github.com/chene5/Big-Data-in-

Psychology). Place the file in the same directory as the HTML files and execute the file; for 

example, with the command: python text_processor.py. This program strips the HTML tags from 

the raw HTML files and saves the resulting file to a subdirectory called senate. 
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Stop words. Among the most important decisions to be made in natural language 

processing is whether stop words should be removed, and what those words should be. Figure 1 

lists the first ten words of MALLET’s included (alphabetized) list of stop words. These words 

are not merely articles and conjunctions, and some of these words may be of interest in an 

analysis. Thus, for some analyses, they may carry too much meaning to simply remove and 

doing so would throw the results of an analysis into question. You should exercise judgment in 

choosing whether or not to remove these words, or to create your own list of stop words. 

Step 3: Data management. Ensure that the individual text files are all located within a 

subdirectory under the MALLET program directory. For this tutorial, this subdirectory must be 

called senate. This illustrates the need to be aware of the data management requirements of the 

software packages that you plan to use. MALLET, like other software packages, uses the native 

OS file system. Each text document must be a separate file. Because the topic modeling 

technique analyzes word occurrences within and between texts, the analysis program must have a 

way to recognize separate documents.  

Figure 1. First ten stop words in MALLET’s English stop words list. 

a 

able 

about 

above 

according 

accordingly 

across 

actually 

after 

afterwards 

Step 4: Import text data. This step involves importing the raw text data into the 

MALLET format.  
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bin\mallet import-dir --input "senate" --output senate.mallet --keep-sequence --remove-stopwords 

--extra-stopwords stoplists\en.txt 

 

Step 5: Train the topic modeler. At this step, the program runs the analyses to derive 

the topics. Here we can use the default of ten topics. 

bin\mallet train-topics  --input senate.mallet --output-state senate_topic-state.gz --output-

topic-keys senate_keys.txt --output-doc-topics senate_composition.txt --random-seed 1234 

 

Step 6. Interpret topics. Figure 2 shows the results of MALLET’s topic modeling 

procedure. Each row starting with a number from 0 to 9 represents a topic and gives the words 

that make up that topic. Interpreting these topics requires domain knowledge and a bit of 

subjective judgment to interpret the word clusters. In this tutorial, Topic 0 appears to concern the 

armed forces. Topic 1 appears to concern public service. Topic 2 appears to concern sports. And 

so on. These topics are saved in the file senate_keys.txt. 

Figure 2. Topic modeling output: the ten topics generated by MALLET. 

0       5       service air veterans general army force u.s war military served national officer 

guard medal nation honor staff country corps defense 

 

1       5       service president years served public law tribute career leadership california 

community member mrs board leader colleagues state city worked judge 

 

2       5       team state national coach world year president indiana david congratulate record 

years hard championship high great game proud league basketball 

 

3       5       university college state president history research years year professor 

education west montana york great art work institute washington time center 

 

4       5       county communities local work development community iowa million programs 

economic state people public farm arkansas opportunities services health opportunity program 

 

5       5       united states people government national bill efforts federal country energy 

american america issues work water organization americans nation working ensure 

 

6       5       life family time lives children man day people age great george father made 

passed friends home born long love world 

 

7       5       community today anniversary city health care south center town dakota north 

president great years medical area recognize park join people 

 

8       5       business years company alaska small family colorado year today president maine 

success industry work state home businesses idaho continued job 
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9       5       school students education high award program community year children young 

schools national teacher outstanding work teachers youth middle elementary excellence 

 

<1000> LL/token: -8.92572 

 

 

For each document, MALLET also generates the probability for each of the topics, this 

can be found in the file senate_composition.txt. Table 1 shows the topic probability 

distribution for each of the first three documents. Conceptually, a document can cover more than 

one topic. The output is ordered by most to least relevant topic, with the probabilities decreasing 

for the less relevant topics. The sum of the topic probabilities for each document is one. For 

clarity, Table 1 shows only the first three topics for each document. For example, for the 

document crec_sadditional_2005-01-20.txt the main topic is Topic 2, the sports 

topic (as shown in Figure 3), with a probability of 0.453. Reading the file, we see that the 

document is a speech in recognition of a football player, indicating that the algorithm has 

performed well for this document. 

 

Table 1.  

Tutorial 2: The probability distributions for the first three documents, and the first three topics. 

Document Filename First Topic Second Topic Third Topic 

crec_sadditional_2005-01-04.txt 

 

2: 0.332 7: 0.164 3: 0.126 

crec_sadditional_2005-01-06.txt 

 

5: 0.159 6: 0.153 1: 0.127 

crec_sadditional_2005-01-20.txt 

 

2: 0.453 9: 0.201 3: 0.088 

Note. For each topic, the first number corresponds to the topic number, as shown in Figure 3, 

and the second number is the probability for that topic and that document: Topic #: Probability 
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Step 7. Adjust the parameters. Although there is no single canonical method to fine-

tune the parameters, there are several possible approaches (e.g., Chang et al., 2009)1. One uses 

the perplexity measure (Zhao et al., 2015)2. Griffiths and Steyvers (2004)3 use a Bayesian model 

selection approach to identify the optimal number of topics. Although MALLET provides 

limited support for parameter adjustment, other software mentioned above do provide this 

support. 

  

                                                            
1 Chang, J., Gerrish, S., Wang, C., Boyd-Graber, J. L., & Blei, D. M. (2009). Reading tea leaves: How humans 

interpret topic models. Advances in neural information processing systems. 288-296. 
2 Zhao, W., et al. (2015). A heuristic approach to determine an appropriate number of topics in topic modeling. BMC 

Bioinformatics 16(13), 1-10.  
3 Griffiths, T. L., & Steyvers, M. (2004). Finding scientific topics. Proceedings of the National Academy of 

Sciences, 101, 5228-5235. 
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Tutorial 3: Support Vector Machine Classification 

The following tutorial demonstrates classification with the support vector machine 

technique. This classification technique, like other machine learning techniques, can be used on 

data from traditional psychological studies. This tutorial uses the famous iris dataset that was 

originally collected by Anderson (1936)4 and used by Fisher (1936)5 to demonstrate linear 

discriminant analysis. This dataset is divided into three species of the iris flower (Iris setosa, Iris 

versicolor, and Iris virginica), each described by four features: sepal (a part of the flower similar 

to a petal) length, sepal width, petal length, and petal width. This dataset is widely available—it 

is included in R and in the Python machine learning package, scikit-learn, for example. Though it 

is not big data, this dataset is useful to demonstrate this technique commonly used in big data. 

This tutorial will use the Python machine learning package, scikit-learn. The code for this tutorial 

is collected at the end of the tutorial.  

Step 1: Software setup. The scikit-learn machine learning package used in this tutorial is 

included in several pre-packaged distributions of Python, such as Continuum Analytics’ 

Anaconda and Enthought’s Canopy. As noted in Tutorial 1, using one of these distributions of 

Python is highly recommended. The scikit-learn package is included with both of these 

distributions. Python version 2 is required for this tutorial. 

Optional Step 1.1: Download code from code repository 

(https://github.com/chene5/Big-Data-in-Psychology). The code for Steps 2 to 4 is collected in 

the file 3_svm.py located in the Tutorial 3 section of this article’s code repository. The code 

                                                            
4 Anderson, E. (1936). The species problem in Iris. Annals of the Missouri Botanical Garden, 23(3), 457–509. 
5 Fisher, R. A. (1936). The use of multiple measurements in taxonomic problems. Annals of Eugenics, 7(2): 179–

188. 
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for Step 5, to graph the classification outcomes across the entire dataset, is collected in the file 

3_svm_graph.py. 

Step 2: Dataset preparation. The code snippet shown here sets up the data from the 

included dataset.  

# Set up the libraries we'll need. 

from sklearn import datasets 

from sklearn.cross_validation import train_test_split 

from sklearn.svm import LinearSVC 

from sklearn import metrics 

The data loaded into the variable X are the feature data for each flower in the dataset.  

# Load the Iris dataset. 

iris = datasets.load_iris() 

 

 

 

The dataset is then divided into a training set and a test set.  

# Split the data into a training set and a test set. 

# The species of the irises are: 

# Iris setosa, Iris versicolor, and Iris virginica 

train_x, test_x, train_y, test_y = train_test_split( 

    iris.data, iris.target, test_size=0.10, random_state=20) 

 

 

The data loaded into the variables train_x and test_x are the features data for each sample. The 

data loaded into the variables train_y and test_y are the class labels for each sample (i.e., the 

species of each flower). The parameter test_size=0.10 specifies that 10% of the dataset is to be 

held out as the test set, and 90% is to be used for the training. The train_test_split() function 

typically divides the dataset in a random manner. Each time the function is run, the dataset may 

be divided in a different way, giving slightly different results. However, this example uses the 

parameter random_state=20 to specify a specific manner for the dataset to be divided, so that the 

same results will be given each time the function is run. 

For this example we use only two features, petal length and petal width, so that the data 

can later be plotted in two dimensions.  
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# These are the training features. 

# Only use Petal length and Petal width features 

train_x = train_x[:, :2] 

test_x = test_x[:, :2] 

 

Step 3: Train the SVM classifier. Now the feature data train_x are fit to the labeled data 

train_y. This creates the prediction model.  

# Create the linear SVM classifier and fit the data. 

lin_svc = svm.LinearSVC().fit(train_x, train_y) 

Recall that, because classification is a supervised learning task, both the feature data, train_x, and 

the outcome labels, train_y, for each sample are given to the SVM classification function. 

Step 4: Check classifier performance. The following code evaluates the performance of 

the classifier across the entire dataset. The score on this dataset is approximately 80%. Especially 

considering that the classifier only uses two features, petal width and petal length, this is appears 

to be a reasonably good model. Note that there are aspects such as the regularization parameter, 

C, that may need to be adjusted as appropriate based on the structure of the data. 

# Get the model's predictions for the test data. 

 

predictions = lin_svc.predict(test_x) 

 

# Evaluate the accuracy of the predictions. 

score = metrics.accuracy_score(test_y, predictions) 

print "accuracy:  %0.3f" % score 

Output: accuracy:  0.800 
 

We can also generate a more detailed classification report: 

print metrics.classification_report(test_y, predictions, target_names=iris.target_names) 

Output: 

             precision    recall  f1-score   support 

 

     setosa       1.00      1.00      1.00         5 

 versicolor       0.75      0.60      0.67         5 

  virginica       0.67      0.80      0.73         5 
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avg / total       0.81      0.80      0.80        15 

 

Note that there is some degree of inaccuracy in the classification for Iris versicolor and Iris 

virginica.  

 Step 5: Plot the classification. Figure 2 shows an example plot across the entire dataset 

(this uses the code collected at the end of the tutorial and in the file 3_svm_graph.py from 

the code repository). Note the overlap in the petal widths and lengths of the Iris versicolor and 

Iris virginica data points. This was reflected in the accuracy score generated in Step 4.  

 

Figure 3. Classification plot of irises, using a support vector machine classifier (from Tutorial 3). 

 

 

Python code for support vector machine classification of irises. Portions of this code were 

adapted from scikit-learn user guide examples. 

# Set up the libraries we'll need. 

from sklearn import datasets 

from sklearn.cross_validation import train_test_split 

from sklearn.svm import LinearSVC 
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from sklearn import metrics 

 

 

# Load the Iris dataset. 

iris = datasets.load_iris() 

 

# Split the data into a training set and a test set. 

train_x, test_x, train_y, test_y = train_test_split( 

    iris.data, iris.target, test_size=0.10, random_state=20) 

 

# These are the training features. 

# Only use Petal length and Petal width features 

train_x = train_x[:, :2] 

test_x = test_x[:, :2] 

 

# Generate the classifier model. Fit the data. 

lin_svc = LinearSVC().fit(train_x, train_y) 

 

# Get the model's predictions for the test data. 

predictions = lin_svc.predict(test_x) 

 

# Evaluate the accuracy of the predictions. 

score = metrics.accuracy_score(test_y, predictions) 

print "accuracy:  %0.3f" % score 

 

# Generate a more detailed classification report. 

print metrics.classification_report(test_y, predictions, target_names=iris.target_names) 

 

Python code to graph a support vector machine classification of irises, using the entire 

dataset. Portions of this code were adapted from scikit-learn user guide examples. 

from sklearn import datasets 

from sklearn.svm import LinearSVC 

import matplotlib.pyplot as plt 

import numpy as np 

 

 

# Import the Iris dataset. 

iris = datasets.load_iris() 

# Only use Petal length and Petal width features 

# These are the training features. 

X = iris.data[:, :2] 

# These are the labeled outcomes, the species of iris. 

# setosa, versicolor, and virginica 

y = iris.target 

 

# we create an instance of SVM and fit out data. We do not scale our 

# data since we want to plot the support vectors 

C = 1.0 # SVM regularization parameter 

lin_svc = LinearSVC(C=C).fit(X, y) 

 

# Set up data to be amenable to plotting. 

# Create a mesh to plot in 

h = .02 # step size in the mesh 

x_min, x_max = X[:, 0].min() - 1, X[:, 0].max() + 1 

y_min, y_max = X[:, 1].min() - 1, X[:, 1].max() + 1 

xx, yy = np.meshgrid(np.arange(x_min, x_max, h), 

                     np.arange(y_min, y_max, h)) 

 

# Get prediction from SVM. 

prediction = lin_svc.predict(np.c_[xx.ravel(), yy.ravel()]) 

 

# Title for the plot 

title = 'LinearSVC (linear kernel)' 

# Labels for the plot 



       16 

xlabel = 'Petal length' 

ylabel = 'Petal width' 

 

"""Generate a plot for the classifier prediction.""" 

# Plot the decision boundary. For that, we will assign a color to each 

# point in the mesh [x_min, m_max]x[y_min, y_max]. 

# Put the result into a color plot 

prediction = prediction.reshape(xx.shape) 

plt.contourf(xx, yy, prediction, cmap=plt.cm.Paired, alpha=0.8) 

# Plot also the training points 

for i, point in enumerate(y): 

    if point == 0: 

        # setosa 

        seto = plt.scatter(X[:, 0][i], X[:, 1][i], c='k', s=100, marker='x') 

    elif point == 1: 

        # versicolor 

        vers = plt.scatter(X[:, 0][i], X[:, 1][i], c='b', s=100, marker='o') 

    else: 

        # virginica 

        virg = plt.scatter(X[:, 0][i], X[:, 1][i], c='r', s=100, marker='^') 

 

plt.legend((seto, vers, virg), 

           ('Iris setosa', 'Iris versicolor', 'Iris virginica'), 

           scatterpoints=1, 

           loc='lower left', 

   ncol=3, 

   fontsize=22) 

plt.xlabel(xlabel, fontsize=24) 

plt.ylabel(ylabel, fontsize=24) 

plt.xlim(xx.min(), xx.max()) 

plt.ylim(yy.min(), yy.max()) 

plt.xticks(()) 

plt.yticks(()) 

plt.title(title, fontsize=24) 

plt.show() 
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URL Encoding 

In the Twitter API example: 

https://twitter.com/search?q=psychology%20since%3A2016-01-01%20until%3A2016-01-02 

there are sequences of characters that start with %. This is called percent-encoding, also known as 

URL encoding (Internet Engineering Task Force, 2005)6. Web addresses do not have spaces 

because only certain characters (letters, numbers, - _ . ~)  are allowed to appear in these types of 

addresses. Other characters, such as spaces, are not. These disallowed characters can, however, 

still be represented by translating them using a coded format. In this example, %20 stands for a 

space character and %3A stands for : (a colon). Thus, this Twitter search command is a query for: 

psychology since:2014-01-15 until:2014-01-16 

 

  

                                                            
6 Internet Engineering Task Force. (2005). Uniform Resource Identifier (URI): Generic Syntax. Retrieved from 

https://tools.ietf.org/html/rfc3986 
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Key Resources 

For updates to this list, please visit: https://github.com/chene5/Big-Data-in-Psychology 

Python: https://www.python.org/ 

Python distributions:  

Continuum Analytics Anaconda: https://www.continuum.io/ 

Enthought Canopy: https://www.enthought.com/products/canopy/ 

Python package repository: https://pypi.python.org/pypi 

R: https://www.r-project.org/   

R Studio: https://www.rstudio.com/ 

R package repository: https://cran.r-project.org/ 

Databases: 

MySQL: https://www.mysql.com/ 

MongoDB: https://www.mongodb.org/  

Apache’s Cassandra: http://cassandra.apache.org/  

Redis: http://redis.io/ 

Text analytics: 

TACIT: http://tacit.usc.edu/ 

Natural Language Toolkit: http://www.nltk.org/ 

Genism: https://radimrehurek.com/gensim/ 

Stanford CoreNLP: http://stanfordnlp.github.io/CoreNLP/ 

MALLET: http://mallet.cs.umass.edu/topics.php 

Matlab Topic Modeling Toolbox:   

http://psiexp.ss.uci.edu/research/programs_data/toolbox.htm 

https://www.mysql.com/
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Data mining and machine learning: 

scikit-learn: http://scikit-learn.org/stable/ 

WEKA: http://www.cs.waikato.ac.nz/ml/weka/ 

Network analysis and visualization: 

UCINET: https://sites.google.com/site/ucinetsoftware/home 

Pajek: http://mrvar.fdv.uni-lj.si/pajek/ 

Siena/RSiena: https://www.stats.ox.ac.uk/~snijders/siena/ 

Gephi: https://gephi.org/ 

d3.js: https://d3js.org/ 

graphviz: http://www.graphviz.org/ 

Hadoop: http://hadoop.apache.org/ 
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